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Abstract

We extendpreviouswork ontreekernels
to estimatethe similarity betweenthe
dependengc treesof sentences.Using
this kernelwithin a SupportvVectorMa-

chine, we detectand classify relations
betweerentitiesin the Automatic Con-
tent Extraction (ACE) corpusof news
articles. We examinethe utility of dif-

ferentfeaturessuchas Wordnethyper

nyms, partsof speechandentity types,
and nd thatthedependenctreekernel
achievesa 20% F1 improvementover a
“bag-of-words” kernel.

1 Intr oduction

The ability to detectcomple patternsin datais

limited by the compleity of the datas represen-
tation. In the caseof text, a morestructureddata
source(e.g. a relationaldatabasegllows richer

guerieghandoesanunstructuredlatasourcge.g.

acollectionof newsarticles).For example current
websearchenginesvould not performwell onthe

query “list all California-basedCEOswho have

social ties with a United StatesSenataf Only

a structuredrepresentatiof the datacan effec-

tively provide suchalist.

The goal of Information Extraction (IE) is to
discover relevant sggmentsof information in a
datastreamthatwill be usefulfor structuringthe
data. In the caseof text, this usuallyamountsto
nding mentionsof interestingentitiesandthere-
lationsthatjoin them,transformingalarge corpus

Jeffrey Sorensen
IBM T.J.WatsonResearclCenter
Yorktown Heights,NY
sorenj@us.ibm.com

Entity Type Location
Apple | Organization| Cupertino,CA
Microsoft | Organization| RedmondWA

Tablel: An exampleof extracted elds

of unstructuredext into arelationaldatabasevith
entriessuchasthosein Tablel.

IE is commonlyviewed as a three stagepro-
cess: rst, an entity tagger detectsall mentions
of interestsecondgorefeenceresolutiorresolhes
disparatementionsof the sameentity; third, are-
lation extractor nds relationsbetweertheseenti-
ties. Entity tagginghasbeenthoroughlyaddressed
by mary statisticalmachinelearningtechniques,
obtaininggreaterthan 90% F1 on mary datasets
(Tjong Kim SangandDe Meulder 2003). Coref-
erenceresolutionis an actve areaof researchot
investigatedhere(Pasulaet al., 2002; McCallum
andWellner, 2003).

We describea relation extraction technique
basedon kernel methods Kernel methodsare
non-parametricdensityestimationtechniqueshat
computea kernelfunctionbetweerdatainstances,
where a kernel function can be thoughtof asa
similarity measure. Given a set of labeledin-
stanceskernel methodsdeterminethe label of a
novel instanceoy comparingt to thelabeledtrain-
ing instancesusing this kernel function. Near
estneighborclassi cationandsupport-ectorma-
chines(SVMs) aretwo popularexamplesof ker
nelmethodgFukunagal990;CortesandVapnik,
1995).

An adwantageof kernel methodsis that they



AT NEAR PART ROLE SOCIAL
Based-In | Relatve-location Part-of Af®liate, Founder Associate Grandparent
Located Subsidiary | Citizen-of, Management Parent,Sibling
Residence Other Client, Member SpousePtherprofessional
Owner, Other Staf Otherrelative, Otherpersonal

Table2: Relationtypesandsubtypes.

cansearchafeaturespacemuchlargerthancould

be representedby a featureextraction-basedp-

proach. This is possiblebecausdhe kernelfunc-

tion can explore an implicit featurespacewhen

calculatingthe similarity betweentwo instances,
asdescribedn the Section3.

Working in sucha large featurespacecanlead
to over-tting in mary machinelearning algo-
rithms. To addresghis problem,we apply SVMs
to the task of relation exraction. SVMs nd a
boundarybetweeninstancesof different classes
suchthatthe distancebetweenthe boundaryand
the nearesinstanceds maximized. This charac-
teristic, in additionto empirical vaidation, indi-
catesthat SVMs are particularly robust to over-
tting.

Here we are interestedin detectingand clas-
sifying instancesof relations,wherea relationis
somemeaningfulconnectiorbetweertwo entities
(Table2). We represeneachrelationinstanceas
anaugmentediependecyree A dependenctree
representthe grammaticatlependencies a sen-
tence;we augmenthis treewith featuredor each
node(e.g. partof speech)We choosethis repre-
sentationbecausewne hypothesizethat instances
containingsimilar relationswill sharesimilar sub-
structuresn their dependenctrees. The task of
thekernelfunctionisto nd thesesimilarities.

We de ne atreekernel over dependengctrees
andincorporatethis kernelwithin an SVM to ex-
tract relationsfrom newswire documents. The
treekernelapproactconsistentlyoutperformsthe
bag-of-words kernel, suggestinghat this highly-
structuredrepresentationf sentencess morein-
formative for detectingand distinguishingrela-
tions.

2 RelatedWork

Kernel methods(Vapnik, 1998; Cristianini and
Shave-Taylor, 2000) have becomeincreasingly
popular becauseof their ability to map ar

bitrary objects to a Euclidian feature space.
Hausslel(1999 describesa frameavork for cal-

culating kernelsover discretestructuressuch as
stringsandtrees. String kernelsfor text classi -

cationareexploredin Lodhi etal. (2000, andtree
kernel variantsare describedin (Zelenlo et al.,

2003; Collins andDuffy, 2002; CumbyandRaoth,

2003). Our algorithmis similar to thatdescribed
by Zelenlo etal. (2003. Our contrikutions are
a richer sentencaepresentationa more general
framework to allow featureweighting,aswell as
theuseof composite&kernelsto reducekernelspar

sity.

Brin (1998 and AgichteinandGravano(2000
apply patternmatchingand wrappertechniques
for relation extraction, but these approaches
do not scale well to fastly evolving corpora.
Miller etal. (2000 proposean integratedstatisti-
cal parsingtechniquethat augmentsparsetrees
with semanticdabelsdenotingentity and relation
types. WhereadMiller etal. (2000 usea genera-
tive modelto produceparseinformation as well
as relation information, we hypothesizethat a
techniquediscriminatvely trainedto classify re-
lations will achiere better performance. Also,
RothandYih (2002 learna Bayesiametwork to
tagentitiesandtheir relationssimultaneouslyWe
experimentwith amorechallengingsetof relation
typesandalargercorpus.

3 Kernel Methods

In traditional machinelearning, we are provided
a set of training instances ,
whereeachinstance is representetty some -
dimensionafeaturevector Muchtimeis spenton
thetaskof featue engineering- searchingor the
optimal featureseteithermanuallyby consulting
domainexpertsor automaticallythroughfeature
inductionandselection(ScottandMatwin, 1999).
For example,in entity detectionthe original in-
stancerepresentatiornis generallya word vector



correspondingo a sentence. Featureextraction
andinductionmay resultin featuressuchaspart-
of-speechword n-grams characten-grams cap-
italization, and conjunctionsof thesefeatures.In
the caseof morestructuredobjects,suchasparse
treesfeaturesnayincludesomedescriptiorof the
objects structuresuchas“hasanNP-VPsubtreé.
Kernelmethodscanbeparticularlyeffective atre-
ducing the featureengineeringoburdenfor struc-
tured objects. By calculatingthe similarity be-
tweentwo objects kernelmethodsanemplq dy-
namic programmingsolutionsto efciently enu-
merateover substructurethatwould betoo costly
to explicitly includeasfeatures.
Formally, a kernel function is a mapping
from instancespace to
a similarity score
Here, is somefeaturefunc-
tion overtheinstance . Thekernelfunctionmust
be symmetric and positive-
semide nite By positive-semide nite,we require
thattheif , thenthe matrix
de ned by is positve semi-
de nite. It hasbeenshavn thatary functionthat
takesthe dot productof featurevectorsis akernel
function(Haussler1999).
A simple kernel function takes the dot prod-
uct of the vector representatiorof instancesbe-
ing compared.For example,in documentclassi-
cation, eachdocumentcan be representedby a
binary vector whereeachelementcorrespondso
thepresencer absencef aparticularwordin that
document. Here, if word occursin
document . Thus, the kernelfunction
returnsthe numberof wordsin commonbetween
and . We referto this kernel asthe “bag-of-
words” kernel,sinceit ignoresword order
Wheninstancesare more structured,asin the
caseof dependenc trees,more comple kernels
becomenecessaryHaussle(1999 describegon-
volutionkernels which nd thesimilarity between
two structuresby summingthe similarity of their
substructures As an example, considera kernel
over strings. To determinethe similarity between
two strings, string kernels (Lodhi et al., 2000)
countthe numberof commonsubsequenceés the
two strings, and weight thesematchesby their
length. Thus, is the numberof timesstring

t

advanced

Figure 1: A dependenc tree for the sentence
Toopsadvancedhear Tikrit.

containghesubsequenaeferencedy . These
matchescan be found efciently througha dy-
namic program,allowing string kernelsexamine
long-rangdeatureshatwould becomputationally
infeasiblein afeature-basethethod.

Given a training set , kernel
methodscomputethe Gram matrix ~ suchthat

. Given |, theclassier nds a
hyperplanewhich separatesstancef different
classesTo classifyanunseennstance , theclas-
sier rst projects intothefeaturespacade ned
by thekernelfunction. Classi cationthenconsists
of determiningon which sideof the separatindny-
perplane lies.

A support vector madine (SVM) is a type
of classi er that formulatesthe task of nding
the separatinghyperplaneas the solution to a
guadraticprogrammingproblem (Cristianini and
Shave-Taylor, 2000).Supportvectormachinest-
temptto nd ahyperplanghatnot only separates
theclassesut alsomaximizeghemamgin between
them. Thehopeis thatthiswill leadto bettergen-
eralizedperformancen unseerinstances.

4 AugmentedDependencyTrees

Ourtaskis to detectandclassifyrelationsbetween
entitiesin text. We assumethat entity tagging
hasbeenperformed;soto generatgotentialrela-
tion instanceswe iterateover all pairsof entities
occurringin the samesentence.For eachentity
pair, we createa dependencyree (describedoe-



Feature Example
word troops, Tikrit
part-of-speecl24 value3 NN, NNP
general-pog5 valueg noun,verb,adj
chunk-tag NP, VP, ADJP
entity-type persongeo-political-entity
entity-level name,nominal,pronoun
Wordnethyperryms socialgroup,city
relation-agument ARG_A, ARG_B

Table 3: List of featuresassignedo eachnodein
thedependenctree.

low) representinghis instance. Given a labeled
training setof potentialrelations,we de ne atree
kerneloverdependenctreeswhichwethenusein
anSVM to classifytestinstances.

A dependenctreeis a representatiotthat de-
notesgrammaticalrelationsbetweenwordsin a
sentencdFigurel). A setof rulesmapsa parse
treeto a dependenctree. For example,subjects
aredependentntheirverbsandadjectvesarede-
pendenton the nounsthey modify. Note thatfor
the purpose®f this paperwe do not considerthe
link labels(e.g. “object”, “subject”); insteadwe
useonly thedependengcstructure.To generat¢he
parsetree of eachsentencewe use MXPOST, a
maximumentroyy statisticaparset; we thencon-
vertthis parsetreeto adependenctree.Notethat
the left-to-right orderingof the sentencas main-
tainedin thedependenctreeonly amongsiblings
(i.e. the dependenctree doesnot specify an or-
derto traversethetreeto recover the original sen-
tence).

For eachpair of entitiesin a sentenceywe nd
the smallestcommonsubtreein the dependenc
treethatincludesboth entities. We chooseto use
this subtreeinsteadof the entire tree to reduce
noiseandemphasizé¢helocal characteristicsf re-
lations.We thenrepreseneachnodeof thetreeas
a featurevector For example,in additionto the
worditself, weincludethefeaturesn Table3. The
relation-agumentfeaturespeci eswhetheranen-
tity is the rst or secondamgumentin a relation.
Thisis requiredto learnasymmetriaelations(e.g.
X OWNSY).

Formally, a relationinstanceis a dependenc
tree with nodes . We use to refer

http://mwwicis.upenn.edu/~adit/statnlp.html

both to a treenodeandto the featurevectorthat

represents, . We referto the

child of node as , andwe denotethe setof
all childrenof node as . Wereferencea sub-
set of childrenof by . Finally, we

referto theparentof node as
From the example in Figure 1, ,
, and

5 Treekernelsfor dependencytrees

We now de ne a kernelfunction for dependenc
trees.Thetreekernelis afunction that
returnsa normalized,symmetricsimilarity score
in the range for twotrees and . We
de ne aslightly moregeneralersionof thekernel
describedy Zelenlo etal. (2003.

We rst de ne two functionsover treenodes:a

matchingfunction anda simi-

larity function . Let thefeature
vectorrepresentingnode consist
of two possiblyoverlappingsubsets and

. Weuse in the matchingfunctionand
in the similarity function. We de ne

if
otherwise

and

where is somecompatibilityfunction
betweentwo featurevalues. For example,in the
simplestcasewhere

if
otherwise

returnsthe numberof featurevaluesin
commonbetweemodes ,

We canthink of the distinction betweenfunc-
tions and asaway to discretize
the similarity betweentwo nodes. If noneof the
featuresin match, then we declarethe two
nodescompletelydissimilar If doesmatch

, then we proceedto computethe similarity

Thus, restrictingnodesby is
away to prunethe searchspaceof matchingsub-
trees,asshavn below.



For two dependenc trees , with root

nodes and , we de ne the tree kernel
asfollows:
if
otherwise
where is a kernelfunction over children. Let

and besequencesf indicessuchthat isa

sequence , andlikewisefor
Let and bethelengthof
. Thenwe have

The constant is a decayfac-
tor that penalizesmatching subsequenceshat
are spreadout within the child sequences.See
Zelenlo etal. (2003 for a proofthat is kernel
function.

Intuitively, whenererwe nd apairof matching
nodes,we searchfor all matding subsequences
of the childrenof eachnode. A matchingsubse-
guenceof childrenis asequencef children and

suchthat . For each
matchingpair of nodes in amatchingsub-
sequenceye accumulateéhe resultof the similar
ity function andthenrecursiely search
for matchingsubsequencesf their children ,

We implementtwo types of tree kernels. A
contiguouskernel only matcheschildren subse-
guenceghat are uninterruptedby non-matching
nodes. Therefore, A sparsetree
kernel, by contrast,allows non-matchingnodes
within matchingsubsequences.

Figure 2 shaws two relation instanceswhere
each node contains the original text plus the
featuresusedfor the matchingfunction,

general-pos, entity-type, relation-agument.
(“NA” denotesthe featureis not presentfor this
node.)The contiguouskernelmatcheghe follow-
ing substructures: , ,
Becausethe sparsekernel allows
non-matchingiodesjt matchesanadditionalsub-
structure , where( ) indi-
catesanarbitrarynumberof non-matchingiodes.

t t

1
forces
noun
person

ARG_A

3

quickly
adverb
NA
NA

toward
prep

NA
NA

t

4
Baghdad
noun

geo political
ARG_B

Y

advanced
verb

NA
NA

u]

troops
noun
person
ARG_A

Tikrit
noun
geo political
ARG_B

Figure2: Two instance®f the NEAR relation.

Zelenlo hasshavn the contiguouskernelto be

computablein and the sparsekernel in

, Wwhere and arethenumberof chil-
drenintrees and respeciiely.

6 Experiments

We extract relations from the Automatic Con-
tent Extraction (ACE) corpus provided by the
National Institute for Standardsand Technol-
ogy (NIST). The data consists of about 800
annotatedtext documentsgatheredfrom vari-
ous newspapersand broadcasts. Five entities
have beenannotated PERSON, ORGANIZATION,
GEO-POLITICAL ENTITY, LOCATION, FACIL-
ITY), alongwith 24typesof relationgTable2). As
notedfrom thedistribution of relationshiptypesin
the training data (Figure 3), dataimbalanceand
sparsityarepotentialproblems.

In additionto the contiguousand sparsetree
kernels,we alsoimplementa bag-of-words ker



nel, which treatsthe tree as a vector of features
over nodes,disregardingary structuralinforma-

tion. We also createcompositekernelsby com-

bining the sparseand contiguouskernelswith the

bag-of-words kernel. Joachimsetal. (2001 have

shavnthatgiventwokernels , ,thecompos-
ite kernel

is alsoakernel.We nd thatthis compositekernel
improvesperformancavhenthe Grammatrix is

sparsdi.e. ourinstancesrefarapartin thekernel
space).

The featuresusedto representeachnode are
shavn in Table 3. After initial experimentation,
the setof featureswe usein the matchingfunc-
tion is general-posentity-type, relation-
argument, andthe similarity function examines
theremainingfeatures.

In our experimentswe testedthe following ve
kernels:

sparsekernel
contiguouskernel
bag-of-wordskernel

We also experimented with the function

, thecompatibilityfunctionbetweertwo
featurevalues. For example,we canincreasethe
importanceof two nodeshaving thesame~Nordnet

hyperym2. If ,  arehypertym featuresthen
we cande ne
if
otherwise
When , We increasethe similarity of

nodeshaving the samehyperrym. We testeda
numberof weightingschemesbut did not obtain
a set of weightsthat producedconsistentsignif-
icant improvements. SeeSection8 for alternate
approacheto setting

Table4 shaws the resultsof eachkernelwithin
anSVM. (We augmentheLibSVM?® implementa-
tion to includeour dependenctreekernel.) Note

2http://www.cogsci.princeton.edu/“wn/
3http://www.csie.ntu.edu.tw/ cjlin/libsvm/

number of instances
50 100 150 200 250 300

o

At_Located
Role_Staff

Role_Member 1

Role_Mgmt
Part_Part-of

At_Based-in

At_Residence |

Near_Relative-loc 1
Role_Citizen 1
Soc_Professional ]
Part_Subsidiary 1
Soc_Parent 1
Role_Affiliate 1
Role_Client 1
Role_Owner 1
Role_Other 1
Soc_Relative
Soc_Personal
Role_Founder
Soc_Associate

Soc_Spouse

Soc_Sibling
Part_Other

Soc_Grandparent 1

Figure3: Distribution overrelationtypesin train-

ing data.

that, althoughtrainingwasdoneover all 24 rela-
tion subtypeswe evaluateonly over the 5 high-
level relation types. Thus, classifyinga RESI-
DENCE relationasa L OCATED relationis deemed
correct. Note alsothat  is not included Ta-
ble 4 becausef burdensomeomputationatime.
While precisionis adequatetecallis low. Thisis
a resultof the aforementionealassimbalance-
very few of thetrainingexamplesarerelations,so
the classi eris lesslikely to identify a testingin-
stancessa relation. Becausewve treatevery pair
of mentionsin a sentenceas a possiblerelation,
our training setcontainsfewer than 15% positive
relationinstances.

To remedythis, we retraineachSVMs for a bi-
nary classi cationtask. Here,we detect,but do
not classify relations. This allows usto combine
all positive relationinstances$nto oneclasswhich
providesus moretraining sampledo estimatehe
classboundary We thenthresholdour outputto

“This is to compensatéor the small amountof training
datafor mary classes.



Avg. Prec.| Avg. Rec.| Avg. F1
69.6 25.3 36.8
47.0 10.0 14.2
68.9 243 35.5
70.3 26.3 38.0

Table4: Kernelperformanceomparison.

Prec.| Rec.| F1
(B) | 83.4| 45.5| 58.8
91.4| 37.1| 52.8
(B) | 84.7 | 49.3| 62.3
92.7 | 10.6| 19.0
(B)| 725| 40.2| 51.7
91.3| 35.1| 50.8
(B)| 80.1|49.9| 61.5
91.8 | 37.5| 53.3
(B) | 81.2 | 51.8| 63.2

Table5: Relationdetectionperformance(B) de-
noteshinaryclassi cation.

achieze an optimal operatingpoint. As seenin
Table5, this methodof relationdetectionoutper
formsthatof the multi-classclassi er.

Wethenusethesebinaryclassi ersin acascad-
ing schemeasfollows: First, we usea classi er
to detectpossiblerelations. Then,we usea clas-
si er trainedonly on positive relationinstancego
classifyeachpredictedrelation. Theseresultsare
shavn in Table6.

The rst resultof interestis thatthe sparsdree
kernel, , doesnot performaswell asthe con-
tiguoustreekernel, . Suspectinghatnoisewas
introducedby the non-matchinghodesallowedin
the sparsetree kernel, we performedthe exper
iment with different valuesfor the decayfactor

, but obtainedno improvement.

The secondresult of interestis that all tree
kernelsoutperformthe bag-of-words kernel,
most noticeablyin recall performancejmplying
thatthe structuralinformationthe treekernelpro-
videsis extremelyusefulfor relationextraction.

D | C | Avg. Prec.| Avg. Rec.| Avg. F1
66.0 29.0 40.1
66.6 324 43.5
62.5 27.7 38.1
67.5 34.3 45.3
67.1 35.0 45.8
67.4 33.9 45.0
65.3 325 43.3

Table6: Resultsonthecascadinglassi cation.D
andC denotethekernelusedfor relationdetection
andclassi cation,respectrely.

7 Conclusions

We have shawvn thatusinga dependenctreeker
nelfor relationextractionprovidesavastimprove-
mentover a bag-of-words kernel. While the de-
pendeng tree kernel appeardo performwell at
thetaskof classifyingrelations recallis still rela-
tively low. Detectingrelationsis a dif cult task
for a kernel methodbecausehe set of all non-
relationinstancess extremelyheterogeneousnd
is thereforedif cult to characterizevith asimilar
ity metric. An improvedsystenmightuseadiffer-
entmethodto detectcandidaterelationsandthen
usethis kernelmethodto classifytherelations.

8 FutureWork

The mostimmediateextensionis to automatically
learnthe featurecompatibility function

A rst approachmight usetf-idf to weight each
feature. Anotherapproachmight be to calculate
theinformationgainfor eachfeatureandusethat
asits weight. A morecomple systemmightlearn
a weight for eachpair of features;however this
seemscomputationallyinfeasiblefor large num-
bersof features.

Onecould also performlatentsemantiandex-
ing to collapsefeaturevaluesinto similar “cate-
gories”— for example,the words*“football” and
“baseball’mightfall into thesamecateyory. Here,

mightreturn  if ,and if
and arein thesamecateory, where
. Any methodwhich providesa“soft” matchbe-
tweenfeaturevalueswill sharperthe granularity
of thekernelandenhancets modelingpower.
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