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Routing as a shortest path problem

Shortest path between u and z = uxyz with cost 4

Routing algorithm: algorithm that finds least-cost path.
But how to set the costs?




Traffic engineering

I 1Control and optimization of routingto
optimize network-wide objective

I TExample criteria
" 1Avoid creating congested links
" 1ISatisfy application requirements, eg, delay



Routing/TE approaches

Il Static routing
" 1IRIP with unit link weight
" IOSPF/I1S-1S with weight as inverse capacity

|1 Adaptive routing (700s and 800s)
" 1ARPANETOs min-delay routing protocol
" 1GallagerOs distributed min-delay routing (flow
splitting) algorithm
I I Quasi-static routing (today)
" 10SPF weight setting
" IMPLS flow splitting



Static routing



Why static shortest path routing Is
inefficient

'l Simple example Il Assume total traffic from s
to d = 10Mbps

Shbps 'l No shortest path algorithm
s QOD d (even with equal cost even
splitting) can route all of the

4Mbps demand



Adaptive routing



Adaptive routing

I T Advantages (in principle)
" IEfficient use of network resources
" ICan incorporate needs of end users
" 1Self-managing network

I I Disadvantages
" IMore control overhead at routers
" lInstablility (=> inefficiency) if adaptation
aggressive

" 1Slow convergence (=> inefficiency) if
adaptation slow



Oscillations with adaptive routing

I IOsclllations possible even with unchanging
demand
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Packet forwarding based on adaptive
routing

I I Design questions
" What link metrics (eg, load, delay) to use?
" IHow frequently to update these metrics?
" IHow to propagate these metrics?

" IHow to compute forwarding table entries
based on the metrics?




Original ARPANET algorithm (1969)

I IShortest-path routing based on delay
metric

" IDelay = instantaneous queue length +
constant
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Performance of original ARPANET
algorithm

I'I'Light load
" IDelay dominated by constant part (transmission and
propagation delay)

' Medium load

" 1Queueing delays become significant

" IModerate traffic shifts to avoid congestion
I Heavy load

" 1ICongested links have very high metric

" 1All routers avoid congested links and pick new
longer paths

" ILonger paths inefficient and create congestion
elsewhere

" 1Cycle repeats



Revised ARPANET algorithm (1979)
[KhannaO89]

Il Instantaneous delay -> time-averaged delay
" 1To reduce fluctuations

I'I Distributed Bellman-Ford -> Link-state flooding
"1To prevent loops

| I Update upon each change -> threshold change
" 1To reduce routing message overhead

' Bound link metric
" 1To avoid long paths and secondary route changes

Routing oscillations still remained a problem!



Distributed min-delay [GallagerO77]

I TRouting = distributed flow splitting
problem

" IFine-grained split of a flow between a
source-destination pair (unlike shortest
path)

" IGuarantees convergence at least for
unchanging traffic matrix (unlike ARPANET)

" IDistributed and loop-free (also based on
Bellman-Ford like algorithm)

" INeat algorithm, but does it work?

Pity, ARPANET gave up on adaptive routing before trying
more sophisticated approaches!



Distributed min-delay [GallagerO77]

|1 Traffic matrix: flow  r,(j)from node i to node |

|1 Objective: minimize sum[f.D,(f)]over all links /
" 1f,= flow on link /
*1D,(f,)= expected delay of a packet on link /

el smooth convex function
! eg, f/(C, - ) for MIM/1 queue with capacity

! objective (can be shown) minimizes average delay across all
packets

I Key idea: move fraction of total flow at node /
destined to d from neighbors with higher
marginal delay to neighbor(s) with lowest
marginal delay

" IMarginal delays (instead of delays) propagated using
distance vector algorithm




Traffic engineering today



TE using OSPF weights

l 'Problem: Given topology and traffic matrix

" 1set OSPF link weights for a shortest-path
routing

" that minimizes some cost objective function

110CostO captures load imbalance
" ILet u; be link utilization = load/capacity
" IExample 1: Max loaded link u; across all links |

" IExample 2: Sum of f(u ;) across all links i for
some convex function f(.)



Formalizing the OSPF TE Problem

I Input: graph &(N,A)

" 1INis the set of routers

" 14 is the set of unidirectional links

" 1c(a)is the capacity of link a
I Input: traffic matrix

*1D(i1,j)is traffic demand from router  /to j
I I Output: setting of the link weights

" Iw(a) is weight on unidirectional link a

" 1P ;,1s fraction of traffic from ito jtraversing link /
satisfying flow conservation and capacity
constraints

I Minimize: MLU (or other objective functions)



The General TE Problem

Function of flow I(a)
min® = Z ®, — and capacity c(a)

acA
subject to
—-D(s,t) if y=s,
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Fortz-Thorup cost function [FT02]

Goal

o + 2 o 0 N )

Arc cost ®,(£(a)) as a function of load £(a) for arc capacity ¢(a) = 1.



Multiple Shortest Paths With Even Splitting
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Arbitrary OSPF splitting

11Q: Can we split arbitrary fractions of
flows iIn OSPF along K>1 shortest paths (of
equal or unequal cost) in OSPF?

" INot as simple as OSPF anymore

" IRouters would need to compute or be
conveyed these fractions somehow

" IDoes not exist today



Complexity

I TComplexity of the weight optimization
problem (with even splitting)

" INP-complete even for simple objective
functions

" (Setting weights seems like a convoluted way
of doing things anyway)

I I'Implication
" 1ISearch heuristically through weight settings



Optimization Based on Local Search

Il Start with an initial setting of the link weights
" IE.g., same integer weight on every link
" 1E.g., weights inversely proportional to capacity
" 1E.g., existing weights in the operational network

I I Compute the objective function
" 1Compute the all-pairs shortest paths to get P/,J‘,/

" 1Apply the traffic matrix M, ;to get link loads v,
" 1Evaluate the objective function from the u

I Generate a new setting of the link weights

repeat



Making the Search Efficient

'l Avoid repeating the same weight setting
" IKeep track of past values of the weight setting
" IE or keep a small signature of past values
" 1D0 not evaluate setting if signatures match
I'I' Avoid computing shortest paths from scratch
" IExplore settings that changes just one weight
" IApply fast incremental shortest-path algorithms
'l Limit number of unique values of link weights
" 1Do not explore 2 1% possible values for each weight

I'I Stop early, before exploring all settings



Incorporating Operational Realities

I Minimize number of changes to the network
"1Changing just 1 or 2 link weights is often enough

Il Tolerate failure of network equipment
" IWelghts settings usually remain good after failure
" 1E or can be fixed by changing one or two weights

Il Limit dependence on measurement accuracy
" 1Good weights remain good, despite random noise

I'I Limit frequency of changes to the weights
" 1Joint optimization for day & night traffic matrices



Accommodating changing TMs



Multiple traffic matrices TE problem

I Given a routing configuration f anda TM D,
we look at the Maximum Link Utilization
(MLU) when routing D using f.

'l Performance ratio of f on D: ratio of MLU of
f on D to the MLU of the optimal routing
configuration for D.

I Performance ratio of f on a set of TMs Is the
max performance ratio over TMs in the set.



OObliviousO Performance Ratio of Routing
Configurations [AC04]

ASN PoPs|links |Optimal |OSPF
1221 Telstra 57 |59 1.43 4.2

1755 Ebone 23 |38 1.78 16.6
6461 Abovenet 22 |42 1.91 13.4
3967 Exodus 22 |37 1.62 49.2
3257 Tiscali 50 |88 1.80 51.2
1239 Ssprintlink 44 |83 1.90 234.0
N-14 mtsepoz; |14 |25 1.97 {.7




performance ratio

10 |

Demand Margins [AC04]

ASN 6461; Gravity demands

opt

OSPF —
no-margin-opt

Given no TM info (obliviolis)
Given set of base TMs
/ with erroneous values

1.5 2 2.5 3 3.5 4 4.5 5
margin (= error factor in TM values)

Summary: Designing for fixed TM harmful!
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Demand Margins [AC04]

Max utilization within 25% of optimal

no-margin opt
OSPf  —

opt

1 1.5

2 2.5 3
demand estimation margin

3.5




OOptimalO TE using MPLS



Why TE using link weights?

I TWhy optimize link weights instead of
optimizing the objective function directly?

" INote: no weight setting may achieve optimum
cost with shortest-path (even split) routing

IlReasons
" ILegacy: thatOs how we do things here

" 1IShortest-path machinery simple and well
understood by operators

" 1IShortest path solution competitive with
optimal ( multicommodity flow) solution




How suboptimal can OSPF TE be?

)

' Optimal (MPLS) sends
one unit flow on each

|
! Z .
g0 P.EI.Q]
2 (2 Il OSPF with even
” splitting sends n/2 on
( Paths [P1,...,i,Q] for all i of length nA2 [P’EJ’Q]’ n/4 on [P1E

. w

and bottleneck capacity 3 k,Q], n/8 on [P,E,',Q],
and so on for j<k<| E

In theory, arbitrarily suboptimal, but in practice not so bad!



MPLS concept: route at edge, switch

In core
— i — | — e e —
#L1 - #L2 - #L3

|IP_Forwarding

LABEL SWITCHING

|IP_Forwarding|

1-35



MPLS Terminology

'LDP: Label Distribution Protocol

3'LSP: Label Switched Path

!
m}

!

~EC: Forwarding Equivalence Class
| SR: Label Switching Router

| ER: Label Edge Router (Useful term not in

standards)

31 MPLS Omulti-protocolO both in terms of protocols it

supports ABOVE and BELOW in protocol stack!

1-36



MPLS Header

I1IP packet encapsulatedin MPLS
header and sent down LSP

‘ ‘ IP Packet ‘

< 32-bit

MPLS Header

1P packet restored at end of LSP
by egress router

" ITTL adjusted by default

1-37




MPLS Header

Label

EXP

TTL

11 |abel

" 1 used to match packet to LSP

Il experimental bits

"1 carries packet queuing priority (CoS)

11 stacking bit: can build OstacksO of labels

" 1 qoal: nested tunnels!
'l time to live
"1 copied from IP TTL

1-38




MPLS Forwarding: Example

'l |P packet destined to 134.112.1.5/32 arrives to SF

11 San Francisco has route for 134.112/16
"1 next hop is LSP in New York

P

134.112.1.5

san” @ 1965
F?;ncisco.\\‘

134.112/16 ‘

New York

Santa Fe




MPLS Forwarding Example

'l San Francisco pre-pends MPLS header onto IP
packet, sends packet to first transit router on path

.\ 134.112/16

New York

San .

Francisco

Santa Fe




MPLS Forwarding Example

I 'lbecause packet arrived to Santa Fe
with MPLS header, Santa Fe forwards
It using MPLS forwarding table

134.112/16

‘\

New York

San ‘

Francisco

Santa Fe




MPLS Forwarding Example

Il packet arrives from penultimate router with label O
Il egress router sees label 0, strips MPLS header
Il egress router performs standard IP forwarding

- 1P

134.112/16

New York

San ‘

Francisco

Santa Fe




Regular IP Forwarding

Dest | Out
47 .1 1
Dest | Out 47 .2 2
47.1 |1 47.3 | 3
47 .2 | 2
3 1 471

IP47.1.1.1

Dest | Out 3

47 .1 | 1

472 | 2

== IP47.1.1.1

473 3

IP47.1.1.1 E>

IP destination address unchanged in packet header!

2 IP47.111 [>

47.2




MPLS Label Distribution

Intf | Label | Dest | Intf | Label
In |[In Out | Out
3 0.50 (471 |1 0.40

Dest

Intf

A

Request: 47.1

Intf Label | Dest | Intf
In In Out
3 0.40 (471 |1

1 47.1

3

Mapping: 0.40

47.2




Label Switched Path (LSP)

Intf
In

Label
In

Dest

0.40

47.1

IP47.1.1.1 [>

Intf | Label | Dest | Intf | Label
In |[In Out | Out
3 0.50 (471 |1 0.40
Intf | Dest
In
3 47 1
47.3 3

:

47.2




What can we do with MPLS other than
optimal TE?



1. Constraint-based routing using MPLS

I'I Path calculation using constrained shortest-path

" 1Compute shortest path based on weights

! But, exclude paths that do not satisfy constraints
! E.g., do not consider links with insufficient bandwidth

'l Information dissemination

" 1IExtend OSPF/IS-IS to carry the extra information
! E.g., link-state attributes for available bandwidth

I'I Path signaling
" 1Establish label-switched path on explicit route
I'I Forwarding using MPLS labels



2. Surviving Failures: MPLS Path Protection

I I Path protection

" IReserve bandwidth on an alternate route
! Protect a label-switched path by having a stand-by

" 1IMuch better than conventional IP routing
! Precise control over where the traffic will go
! Stand-by path can be chosen to be disjoint

NN 74




3. Surviving Fallures: MPLS Fast Reroute

I Ensure fast recovery from a link failure
" 1Protect a link by having a protection sub-path

I Much faster recovery than switching paths
" 1Affected router can detect the link failure
" 1E and start redirecting to the protection sub-path

>




4. BGP-Free Core using MPLS

IBGP

12.1.1.0/24

Tunnel based on
the destination
prefix

Routers R2 and R3 donOt need to speak BGP



Incorporating interdomain
concerns in TE



Incorporating early-exit routing

I IIntradomain TE needs following extensions
" lInclude egress links to neighbor domains

" ILogical node for each destination prefix
adjacent to candidate egress links

" Traffic matrix = traffic from each ingress
to destination

" 1ISet weights so as to minimize cost while
accounting for closest egress routing



Interdomain Traffic Engineering

I TPolicy (local pref ) to overrule shortest AS
path is simple example of interdomain TE

I 'Need a model of traffic flow to use BGP
policy for TE in general
" IBGP policy affects link weights
" IChange In link weights affect BGP routes



BGP Modeling for Traffic Engineering

I'I Predict effects of changes to import policies
" IInputs: routing, traffic, and configuration data
" 10utputs: flow of traffic through the network

BGP policy
Topology configuration

eBGP—— BGrIT::ngeJ;[mg »7 Offered
routes traffic

l

Flow of traffic through the network




Example of Hot-Potato Routing Change

dest

New York

- failure
- planned maintenance

- traffic engineerin
J J Dallas Routes to thousands

of destinations switch
egress points!!!




TE at multi-homed stub ASes

|1 Reliability

" IReduced fate sharing

"1Survive ISP failure

'l Performance
" 1Multiple paths
" 1Select the best
'l Financial
" 1Leverage through
competition

" 1Game 95" -percentile
billing model




Engineering inbound traffic



Inbound Traffic Harder to Manage

I 1Other ASes decide how to send to you
" IDestination-based routing

" 10ther ASes decide which path to take based
on their own policies

L™

AS 2 doesnOt know how AS 1 will send traffic toward



1. AS path prepending

I TArtificial inflate AS path length
" IPrepend your own AS In the path
" 1E.g., turn O3 4 50 into O3 33 4 50
" IHope to make the path less attractive

0333450



2. Multiple Exit Discriminator (MED)

'l Tell your neighbor what you want
" IMED attribute to indicate receiver preference
" IDecision process picks route with smallest MED
" 1Can use MED for Ocold potatoO routing
" 1But, have to get your neighbor to accept MEDs

03 4 50 with MED=1

03 4 50 with MED=2



3. Selective Advertising

I I Divide the destination prefix
" 1Advertise one subnet to each provider
" 1Advertise the supernet to both providers
" ITraffic splits due to the longest-prefix match
" 1Supernet ensures backup connectivity after failure

_Provider " Provider.2

e I

-
-—
.




4. Inter-AS Negotiation?

Customer B

Il Better to cooperate?
" 1 Negotiate where to send
" 1 Inbound and outbound
" 1 Mutual benefits
'l But, how to do it?
" 1What info to exchange?

" 1 How to prioritize the many
choices?

"1 How prevent cheating?

outing
'l Negotiation framework
and open guestions

[MWAOS]

Provider B

~x__ S

multiple
peering
points

Early-exit

" Provider A )
éjstomer A

R. Mahajan, D. Wetherall, T. Anderson, Mutually
Controlled Routing with Independent ISPs, NSDI 2007



